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A Data handling

The full data set contains 11,658 students.1 As with every survey data, missing data has to be

dealt with. For 1,168 students at least one questionnaire was missing. This includes 196 missing

student questionnaires, 73 missing principal questionnaires and 900 teacher questionnaires. As

unavailable questionnaires imply missing information for so many variables that imputations

become extremely unreliable, these students are dropped and the �nal sample contains 10,489

students in 521 classes. Missing observations for individual variables concerning these students

and classes are imputed, and missing data indicators are generated as discussed below.

Table A.1 provides descriptive statistics on all variables of the data set considered as po-

tentially relevant in the context of our analysis. The �rst column refers to the original sample

of 11658 observations. The subsequent columns refer to the �nal sample with 10489 observa-

tions, �rst jointly and then separately for the �ve di¤erent countries. The table presents the

mean of each variable followed by the number of missing values (in brackets). In case of binary

variables, the means are expressed in percentage terms.

In the analysis two problems occur due to missing data. Some observations are missing for

variables in X, and some observations are missing for the outcome variable Y . In the former

case, missing data are imputed by linear regression and missing data indicators are included in

the regression as discussed below. This approach is not viable for missing data on the outcome

variable Y . Achievement test scores are missing for about 10% of the observations for which

data on X is available. These observations are excluded from the estimation of mb;c(x) but

are included in the matching estimator (equation 4), i.e. we use only their information on X.

Hence, the estimate ofmb;c(x) in (equation 3) may be biased. Nevertheless, this bias will cancel

1This excludes 578 students from Madagascar, who were randomly selected to be tested only in mathematics,

using a test translated into Malagasy. Their test scores are thus not comparable to those tested in French.
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out when estimating e¤ects of the type

E[Y b
00;c00 ]� E[Y b0;c0 ] =

Z �
mb00;c00(X)�mb0;c0(X)

�
� dFX ,

if the bias depends only on the student, family, teacher and school characteristics X but not

on the number of books B or classmates�books C.

Missing observations on X:

Missing items are imputed using other observed variables with which some close relationship

can be expected. In some cases, teachers and directors were asked almost identical questions

so that the answers provided to one of the questionnaires provide a natural substitute for

missing values in the other questionnaire. In other cases, theoretical relationships such as

between class size and student-teacher ratios can be explored. For the remaining variables,

imputation is based on linear regressions with subsequent rounding and trimming to ensure

that the imputed values are in the support of the underlying variable. In some cases, several

of the above imputation strategies are combined.

Whenever the original information is missing, missing data indicators are generated. They

generally take the form of dummy variables. For composite variables, however, i.e. for variables

including information on several related questions, missing value indicators re�ect the sum of

missing values in the original data. For instance, for the variable on meals which includes

information on breakfast, lunch and dinner, the missing value indicator takes values in {0,1,2,3}.

In these cases, the numbers in brackets provided in Table A.1 represent the mean of this missing

value indicator.

The missing variable indicators are themselves used in several of the speci�cations in Ap-

pendix F as additional regressors when they were signi�cant as determinants of textbook avail-

ability (see Table F.1). This provides a useful solution to the problem of missing values in the

control variates. Dropping all observations with missing items would have led to a large loss of
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observations and a very selected sample. On the other hand, imputing values without account-

ing for its missingness could omit important information contained in the very fact that data

was missing. Most of the missing data regressors, nevertheless, turned out not to be signi�cant

determinants of the number of textbooks, thereby instilling con�dence that missing data may

not undermine the validity of the empirical analysis.
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B The nonparametric estimator

In this section, the details on the nonparametric estimator of E [Y jX = x;B = b; C = c] are

given. For the convenience of exposition, de�ne

mb;c(x) = E [Y jX = x;B = b; C = c] .

There are several options how to estimate the conditional expectation function mb;c(x). A

common choice would be a Nadaraya-Watson kernel regression which, in our case, would lead

to the estimator:

m̂b;c(x) =

P
j
Yj �KH (Bj � b; Cj � c;Xj � x)P
j
KH (Bj � b; Cj � c;Xj � x)

,

whereKH is a multivariate kernel function with bandwidth matrixH, which is further described

below.

However, instead of a local constant model implied by the Nadaraya-Watson kernel regres-

sion, a local parametric model is often more appropriate (Fan and Gijbels 1996). In particular,

using a local parametric model that is closer to the true conditional mean function reduces bias

(Gozalo and Linton 2000).2 We estimate mb;c(x) by local linear regression

m̂b;c(x) = �̂, where

�̂; �̂b; �̂c; �̂x = argmin
�;�b;�c;�x

X
j

(Yj � �� �b (Bj � b)� �c (Cj � c)� �x(Xj � x)) 2

�KH (Bj � b; Cj � c;Xj � x) .

2 In addition, in a treatment e¤ect interpretation, local constant regression tends to lead to a downward bias

in the treatment e¤ects E[Y b00;c00 ] � E[Y b0;c0 ] due to the local constant smoothing if the expectation functions

are monotonous. This leads to an underestimation of the impacts of B and C. Local linear regression can help

to avoid such downward biased estimates and is also known to behave better in boundary regions (Fan 1992, Fan

and Gijbels 1996).
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The estimate of m̂b;c(x) is capped at the boundaries of the support of the test scores, which

are at 0 and at 100 percent of correct answers.3

A common choice for the multivariate kernel function KH is a product kernel

KH (Bj � b; Cj � c;Xj � x) = K
�
Bj � b
hb

�
�K

�
Cj � c
hc

� �Y
k=1

K

�
Xj;k � xk

hk

�
,

where K is a univariate kernel function, xk is the k-th variable of the ��1 vector x and Xj;k is

the k-th variable ofXj . The bandwidths hb, hc and h1:::h� control the smoothing over B, C and

X. As some of the components of (B;C;X) are continuous, some are ordered discrete and some

are unordered discrete variables or dummy variables, a generalized kernel of the type proposed

in Racine and Li (2004) is used. We distinguish in the following only between variables with

and without natural ordering.4 If Xj;k is a continuous or ordered discrete random variable,

the kernel weights are computed by the Gaussian kernel K
�
Xj;k�xk
hk

�
= �

�
Xj;k�xk
hk

�
. If Xj;k is

an unordered or binary random variable, the kernel weight is K
�
Xj;k�xk
hk

�
= h

1(Xj;k 6=xk)
k with

hk 2 [0; 1] and 1(�) being an indicator function. In the latter case, hk controls the smoothing

over unordered and dummy variables. Consider the extreme choices for hk. For hk = 0, the

kernel weight is zero if Xj;k 6= xk and one if Xj;k = xk. For hk = 1, the kernel weight is the

same regardless of whether Xj;k equals xk or not. In nonparametric econometrics it is often

proposed to estimate the regression curve within each cell formed by the dummy regressors.

This is equivalent to setting hk = 0 for all dummy variables. However, in many economic

applications it appears to make sense to consider two observations which agree in, say, 9 out

of 10 binary characteristics to be more similar than two observations which are equal on fewer

characteristics. Indeed, smoothing over the dummy variables can improve substantially the
3For small bandwidth values the estimate may be unde�ned at some x due to local near-collinearity. In this

case, the bandwidths are locally, proportionally increased, repeatedly until a valid estimate is obtained.
4Racine and Li (2004) propose di¤erent kernels for continuous and for ordered discrete variables. In particular,

they use geometrically declining weights for the ordered discrete variables. There are no reasons, though, for

not using Gaussian weights also for the ordered discrete variables.
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precision in small samples, see Racine and Li (2004). Therefore, we allow hk > 0.

The bandwidth values are chosen by leave-one-out cross-validation, which can be

interpreted as �nding the bandwidth values that minimize out-of-sample squared prediction

error. In principle, di¤erent bandwidth parameters could be used for each variable, which

however makes bandwidth choice very cumbersome. The common alternative used here is to

choose the bandwidths for continuous and ordered discrete regressors proportional to their

standard deviation, i.e. hk / std(Xk), such that only the common multiplier has to be chosen.
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C Implementation of nonparametric estimation

This section provides details of the implementation of the nonparametric estimator for

the main speci�cation of the paper. In the main speci�cation, mb;c(x) is estimated by

nonparametric regression with X containing the 19 variables given in Table 3 (without the

country dummies). The function mb;c(x) is estimated by local linear regression separately for

each country, permitting the relationship between outcomes and characteristics X to di¤er

by country.5 The regressors are grouped into �ve sets: fBg, fCg, {pre-test French, pre-test

Math, classmates�mean pre-test French, classmates�mean pre-test Math}, {all non-binary

regressors}, {all binary regressors}. Smoothing over each set of regressors is controlled by a

di¤erent bandwidth. The �rst two bandwidths control smoothing over the textbook variables,

the third bandwidth refers to achievement at the beginning of the academic year and the last

two bandwidths refer to all other individual, family, school and peers characteristics. All

variables in the third and the fourth set are scaled to mean zero and variance one. This

implies that the e¤ective bandwidth is di¤erent for each variable and, within each set,

proportional to its standard deviation.

The �ve di¤erent bandwidth values are chosen by leave-one-out cross-validation with respect

to average achievement (0.5 French score + 0.5 Math score), minimizing the squared out-of-

sample prediction error. The chosen bandwidths are {0.7, 0.3, 1.0, 1.4, 0.8}, with a cross-

validation value of 97.4. These bandwidths are relatively large, which is not unusual given the

large number of regressors (21 including B and C). In the smaller rural sample the chosen

bandwidths are larger: {4.9, 0.3, 1.5, 2.2, 0.95} with a cross-validation value of 88.4.

5 In other words, country is one of the variables in X with a bandwidth value set to zero, hence no smoothing

over countries takes place in the estimation of mb;c(x). This is to allow for di¤erent relationships between X

and scholastic development by country. In addition, some of the X characteristics were measured di¤erently in

individual countries, e.g. a di¤erent pre-test was used in Senegal.
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D Results with alternative bandwidth values

In this section, we examine how the results change when we use di¤erent bandwidth values for

the smoothing with respect to the continuous regressor C, i.e. the number of books among

classmates. Because of the high dimensionality of the X vector, one may be concerned about

the precision of the estimates particularly when C is also continuous. Although we eventually

integrate out the X variables, and thereby reduce the dimensionality problem, the continuity

of C could still lead to imprecise estimates. To inspect this problem in more detail, we pursue

two approaches: First, we increase the bandwidth value used in the smoothing with respect to

C, including also the value in�nity which corresponds to a linear regression in the C dimension.

Second, we discretize C into three di¤erent values and thereby have two discrete variables of

interest, B and C, such that nonparametric regression is only with respect to the X variables.6

D.1 Alternative bandwidth values for C

In Tables D.1 and D.2 we repeated the analyses corresponding to Tables 4 and 5 with a larger

smoothing parameter for the C variable. Starting from the main speci�cation we examined

three di¤erent values: Doubling the bandwidth value (i.e. 0.3�2=0.6), quadrupling the band-

width value (i.e. 0.3�4=1.2), and using the value in�nity (i.e. global smoothing with respect

to C). The results are given in Tables D.1 and D.2, which are identical in structure to Tables

4 and 5. (We do not report results for the rural sample to conserve space. In addition, we do

not report the results corresponding to the simulations of Tables 6 and 7 as they were always

insigni�cant.)

In Figure D.1 we show the graphical illustrations for average pro�ciency. For each spec-

i�cation, we show two graphs. On the left, the estimated E[Y b;c], which corresponds to the

�rst graph of Figure 4. (Con�dence bands are not shown in this �gure as it would become

6We thank a Referee for pointing this out.
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illegible.) On the right, we show the estimated E[Y�], which corresponds to the �rst graph of

Figure 6. (Here, con�dence bands are shown.) To conserve space, we show only the graphs for

average pro�ciency and do not show the separate results for French and for Math. Generally,

the shape of the curves was always very similar for French and Math, and the results for Math

were more noisy and less steep. (I.e. the estimated peer e¤ects appear to be smaller for Math

than for French, but this could also be an artefact of their larger imprecision.)

Increasing the smoothing with respect to C has somewhat di¤erent implications in Table

D.1 and Table D.2. Comparing the results of Table D.1 with Table 4, we see that the estimated

e¤ects remain similar (for French) but that the t-values generally tend to be higher in Table

D.1. The latter is particularly visible for Math pro�ciency, where some e¤ects in Table D.1 are

now statistically signi�cant whereas none was signi�cant in Table 4. In addition, the pattern

of the estimates (e.g. their signs) are now identical for French and Math. Hence, increasing

the bandwidth value with respect to C reduces the variance of the estimates.

When comparing Table D.2 to Table 5, we see that the estimates become somewhat smaller

but do not change their overall pattern. While the t-values increase for French, they tend to

decrease for Math. Hence, we also observe precision gains but these are less pronounced than

in Table D.1.

The reason for this di¤erence between Table D.1 and D.2 becomes clearly visible from

Figure D.1. Compared to Figure 6, the con�dence bands become only slightly narrower in the

region where the centre of the data is located, i.e. for 1:0 < c < 1:6. However, for very small

values of c and also for very large values of c, the estimates are clearly much more precise in

Figure D.1 than in Figure 6. A larger bandwidth value for c makes the results more stable at

the endpoints of the support of C, which leads to the more pronounced precision gains in Table

D.1
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Taken together, the results of this section con�rm the �ndings of the main paper. In Table

D.1 we even �nd some statistically signi�cant support for externalities on Math pro�ciency if

we increase the smoothing with respect to C. On the other hand, the estimated indirect e¤ects

in Table D.2 are smaller due to the lower curvature of the curves when the bandwidth increases

to in�nity, but still always signi�cant and the size of the externality remains large: about 85%.

D.2 Discretizing C

The analysis of the preceding section was motivated by a concern that high-dimensional non-

parametric regression with respect to X and the continuous covariate C could be unreliable.

Instead of using a continuous covariate C, we could discretize it into low, medium and high,

which would reduce the number of continuous regressors in the nonparametric regression by

one.7 With B and C each taking 3 di¤erent values, there are in total 9 cells de�ned by B

and C. The nonparametric estimation of mb;c(x) is now conducted within each cell. I.e. this

corresponds to our earlier setup with the bandwidths for B and for C now both set to zero.

As we will see in the following, however, choosing a bandwidth of zero with respect to C

leads to very noisy estimates. Hence, smoothing across C is important in our application with

a limited sample size. Although we have more than 10000 observations, these are spread across

�ve countries and only 521 classes. Remember that mb;c(x) is estimated separately within each

country.8

For a convenient discussion of the following results, we �rst show in Table D.3 the estimates

of E[Y b;c] and their standarddeviations obtained via the resampling-classes-bootstrap for c

continuous. This is the same information as given in Table 4 and Figure 4, but explicitly shows

all estimates of the standard deviations.
7We thank a referee for pointing this out.
8Of course, once we smooth across C it does not make any sense to lose information by making C discrete.
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Table D.4 gives the estimates of E[Y b;c] when C is discretized into low, medium and high.

In addition, the standarddeviations obtained via the bootstrap are given. Table D.4 shows the

estimates for 8 di¤erent de�nitions of low, medium and high. In the �rst panel, C is de�ned as

low for C � 0:85, as medium for 0:85 < C � 1:1 and as high for C > 1:1. The following panels

vary the thresholds used in this de�nition.9

Examining the results of Table D.4 across the various de�nitions of low, medium and

high we observe a very large sensitivity to the threshold values. E.g. the estimate for Math

E[Y b=0;c=mediumMath ] varies between 28.46 and 65.59 when the thresholds are varied slightly.

Similarly for E[Y b=1;c=mediumMath ] which varies between 7.80 and 57.47. Such a very large

sensitivity to relatively small changes in the de�nition of low, medium and high shows the

di¢ culty of conducting nonparametric regressions within a cell (i.e. no smoothing across C

and B). This is essentially a small sample size problem: With 9 di¤erent combinations of b

and c and 5 countries, the sample is split into 45 di¤erent cells. After discretizing C, the

values of Ci hardly ever vary within a class. Hence, there are only 521 classes spread over 5

countries with di¤erent values of C. Therefore, whichever de�nition of low, medium and high

is used, it almost always happens that the number of observations for any b � c combination

is very small in at least one country.10

In Table D.4 we also show the standarddeviations obtained via bootstrap for each of the

estimates. These standarddeviations are substantially larger than those of Table D.3, where

a continuous C and a bandwidth larger than zero was used. One caveat should be mentioned

9Since mb;c(x) is estimated separately within each country and since we want to estimate E[Y b;c] for the

9 di¤erent values of b and c, we could use only those de�nitions of low, medium and high, for which at least

one observation existed in each country for each b � c combination. This is the reason why the de�nition of

medium for 1 < C � 1:1 does not appear in Table D.4 since for at least one country not all three combinations

(b = 0; c = medium), (b = 1; c = medium) and (b = 2; c = medium) were observed.
10One could have used di¤erent de�nitions of low, medium and large for every country, which would have

ameliorated this problem. The interpretation of such results would then be rather unclear though.

11



here with respect to Table D.4: When the nonparametric estimation of mb;c(x) is only done

within each of the 9 cells de�ned by B and C, in other words no smoothing is performed over

B and C, the bootstrap approach to estimating standard errors and t-values becomes more

problematic. It can happen (and frequently did in our application) that in any of the bootstrap

replications, the number of observations for any particular cell de�ned by B and C is zero, in

at least one country. In this case, mb;c(x) is unde�ned in this bootstrap replication. We deal

with this problem here by eliminating such bootstrap replications. This is of course a very

crude solution and the results may underestimate the true variability of the estimator.

To summarize the �ndings from Table D.4, it appears that the small samplesize either

requires smoothing across countries (which would probably be inadequate here since not all

of the covariates X have been identically measured in each of these countries) or smoothing

across C, as done in the main paper.

Finally, we mention that discretizing C into broad categories would render the allocation

simulations of Section 2 useless. I.e. adding one additional textbook to one class implies only

a very small change in C, which cannot be captured precisely by a discretized C. Therefore,

we examined only the estimation of E[Y b;c] in Table D.4 and none of the other re-allocations

of textbooks.
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E Results with parametric estimation

Our main results in Tables 4 to 7 where obtained with a nonparametric estimator of the

conditional expectation function mb;c(x). A nonparametric estimation approach was preferred

in order to permit arbitrary non-linearities of the peer e¤ects. In this section, we examine

parametric estimators of mb;c(x) via linear regression in order to see whether nonparametric

and parametric approaches provide di¤erent answers.11

The baseline parametric speci�cation consists of the simple OLS regression of Y on a

constant, B, C and X. In addition to this simple OLS regression, we also consider various

speci�cations with interaction terms between B, C and X and polynomials in C of order two

to four to permit for non-linearities. In total we examine 15 di¤erent parametric speci�cations,

with the following regressors (each also including a constant):

1) B;C;X (i.e. the simple linear OLS)

2) B;C;BC;X (i.e. adding the interaction term B � C)

3) B;C;BC;C2; X (i.e. adding the square term C2)

4) B;C;BC;C2; C3; X (i.e. adding the cube term)

5) B;C;BC;C2; C3; C4; X (i.e. adding the fourth order)

now adding an interaction term between C and X everywhere

6) B;C;X;C �X

7) B;C;BC;X;C �X

8) B;C;BC;C2; X;C �X

9) B;C;BC;C2; C3; X;C �X

10) B;C;BC;C2; C3; C4; X;C �X

and now adding an interaction term between B and X everywhere

11We thank the editor for suggesting this analysis.
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11) B;C;X;C �X;B �X

12) B;C;BC;X;C �X;B �X

13) B;C;BC;C2; X;C �X;B �X

14) B;C;BC;C2; C3; X;C �X;B �X

15) B;C;BC;C2; C3; C4; X;C �X;B �X.

The �rst speci�cation is very restrictive. The speci�cations 2 to 5 become more �exible

with respect to non-linearities in C: First an interaction term with B is added and then

polynomials up to order four of C. All these �ve speci�cations, on the other hand, are very

restrictive with respect to the other regressors X, which enter only linearly. The speci�cations

6 to 15 become more �exible with respect to X: First interaction terms with C are added and

then also interaction terms with B. Speci�cation 15 is the most �exible of all. Speci�cation 5

is �exible in C but restrictive in X. Speci�cation 11, in contrast, is �exible in X but restrictive

in C.

We performed, separately for each of the 15 speci�cations, the same allocation simulations as

described in Section 2, with the only di¤erence being thatmb;c(x) was estimated parametrically

instead of non-parametrically. The estimation results for these 15 di¤erent speci�cations are

shown in Tables E.1 and E.2, which are identical in structure to Tables 4 and 5. (We do not

report results for the rural sample to conserve space. In addition, we do not report the results

corresponding to the simulations of Tables 6 and 7 as they were almost always insigni�cant.

All parametric results are based on 5000 bootstrap replications.)

In Figure E.1 we show the graphical illustrations for average pro�ciency. For each speci�-

cation, we show two graphs. On the left, the estimated E[Y b;c], which corresponds to the �rst

graph of Figure 4. (Con�dence bands are not shown in this �gure as it would become illegible.)

On the right, we show the estimated E[Y�], which corresponds to the �rst graph of Figure 6.
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(Here, con�dence bands are shown.)

To conserve space, we show only the graphs for average pro�ciency and do not show the

separate results for French and for Math. Generally, the shape of the curves was always very

similar for French and Math, and the results for Math were more noisy and less steep. (I.e.

the estimated peer e¤ects appear to be smaller for Math than for French, but this could also

be an artefact of their larger imprecision.)

Examining �rst Table E.1, we observe that all results for Math are very imprecise (as in

Table 4). We focus therefore on the estimates for French in the following. The results of the

most restrictive Speci�cation 1, show a very similar pattern as in Table 4, but all estimated

(direct and indirect) e¤ects are smaller than in Table 4. However, once we permit an interaction

term B �C and also a square term C2, the numbers increase and become more similar to Table

4. On the other hand, once we add C3 and also C4, the estimates become very large and very

imprecise. (This pattern in fact already starts when C2 is added.) This is due to the high

correlation between these powers of C, which prohibits their precise estimation, particularly

since estimates at the endpoints of the support of B and C are examined.

When examining speci�cations 6 to 15, where interaction terms with X are added, we again

�nd that the estimates become very noisy once C2 and higher powers are added. Basically, only

speci�cations 6, 7 and 11 and 12 deliver informative results. The results for speci�cation 11

are similar to 6, and analogously the results for speci�cation 12 are similar to 7, hence adding

the interaction terms B �X additionally to C �X does not change much. On the other hand,

the results for speci�cations 6 and 7 di¤er quite a bit from speci�cations 1 and 2, respectively.

Basically, all estimates become larger in magnitude, but never change sign. Hence, adding the

interaction terms C �X made the speci�cations more �exible. The estimation results in these

four speci�cations (6, 7, 11, 12) are similar to Table 4 and somewhat larger in Speci�cations 7
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and 12, particularly when B and C are low.

In Table E.2, where the direct and indirect e¤ects of an additional textbook are separated,

the results for Math are again less precise than for French. The results for the most restrictive

Speci�cation 1 are smaller than for the more �exible speci�cations. In contrast to Table E.1,

adding more and more polynomial terms to C does not make the results very imprecise.12 Even

in speci�cations 14 and 15, the indirect e¤ects for French in Table E.2 are still statistically

signi�cant and in fact quite similar to Table 5. The main di¤erence between Table E.2 and

Table 5 is that the direct e¤ects are always smaller in Table E.2 than in Table 5. Hence, the

externality tends to be even larger in Table E.2. For French pro�ciency, the ratio of the indirect

to the total e¤ect is always larger than 91%. The size of this externality is remarkably stable

across all speci�cations. (It varies more for Math outcomes, which are estimated less precisely,

but even there the externality represents at least 75%.)

As an overall �nding from Tables E.1 and E.2, we �nd that once the parametric forms are

made su¢ ciently �exible, the parametric and nonparametric results are quite similar and the

large size of the externality is always visible. The very restrictive Speci�cation 1, i.e. the simple

OLS linear in B, C and X, on the other hand, leads to downward biased results.

Even though the size of the externality is very robust to di¤erent speci�cations, the graphical

shape varies somewhat, as visible in Figure E.1. While speci�cations 1, 2, 6, 7, 11 and 12

are by construction linear in C and can thus not be informative about non-linearities, adding

polynomials in C makes the estimates substantially less precise than in Figure 6. Speci�cations

3, 8 and 13 add C2 as a regressor and are thus still very restrictive as the resulting shape can only

12The main reason for this di¤erence between Tables E.1 and E.2 is that in Table E.1 the values of E[Y b;c]

are estimated at the endpoints of the support of B and C, whereas in Table E.2 only small changes from the

observed values are examined. This di¤erence will be clearly visible in Figure E.1.
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be either everywhere concave or everywhere convex. (I.e. the second derivative with respect

to C is constrained to be zero and thus rules out an S-shape, for example.) Nevertheless, their

con�dence bands are already wider than in Figure 6.

Only speci�cations 4, 5, 9, 10, 14 and 15 are su¢ ciently �exible to permit more sophisticated

non-linearities, e.g. convex and concave parts. As discussed in the beginning of Section 2, this

is probably the minimum amount of non-linearities we want to permit given our ignorance

about the possible transmission channels of the externality. Although the estimated shapes are

concave in all 6 speci�cations, the estimated E[Y b;c] start to decrease for c > 1:5 in the last

four of these speci�cations, which appears rather implausible. For all these 6 speci�cations,

the con�dence bands are very wide.

To summarize these �ndings from Figure E.1: If one is interested in the shape of the

non-linearities, using OLS with polynomials of C (which is presumably the common way to

permit for non-linearities) is a not a good approach: Either the speci�cation is too in�exible to

permit for interesting non-linearities, or the results are very noisy. The nonparametric results

of Figures 4 to 6, with relatively large bandwidth values, permit a fully �exible form and still

reasonably precise con�dence bands.13

13 Instead of using OLS with polynomials in C, one could use other regressor bases (which to some extent

already imposes the kind of non-linearities one will later see) or piecewise-polynomial approaches (e.g. piecewise

linear), which eventually would lead to nonparametric spline estimation because, as discussed in Section 2, it

is rather unclear where the knot-points should be placed. (E.g. if books were shared by two children, one

would expect saturation e¤ects once every second child has a book. If books were shared by three children, the

saturation e¤ects would start earlier. On the other hand, if teachers change instructional methods, it is not clear

where the knots should be placed. This problem also applies with possible peer e¤ects of more knowledgeable

or more motivated peers.
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F Nonparametric estimation with alternative regressor sets

In the main paper, the set of control variables X contained 19 regressors given in Table 3

(without the country dummies). Here, we examine alternative sets of regressors. First, we

add student�s gender as an additional regressor.14 Second, we consider regressor sets that were

chosen by stepwise variable selection methods.

F.1 Gender of student as an additional regressor

In the upper part of the Tables F.2 and F.3 the estimation results, analogous to Tables 4 and

5, are given when the binary variable �gender of the student�is added as an additional regressor

to the main speci�cation. (We use the bandwidth values of the main speci�cation.)15 When

examining the e¤ects of an additional textbook, the results with student�s gender (Table F.3)

and without (Table 5) are almost identical. The estimates of E[Y b;c] in Tables F.2 are also

very similar to the results of Table 4 for French pro�ciency. The results for Math pro�ciency

are more noisy. They are similar with and without gender for estimates with a t-value of at

least 0.5. Overall, including or omitting student�s gender from the analysis does not change

the conclusions of the analyses.

F.2 Stepwise variable selection

As an alternative approach to choosing the regressor set X, we used statistical selection via

repeated regressions. Since the estimation results might be sensitive to the choice of the set

of regressors X and since one could argue that the parsimonious set of regressors in Table

14We thank a referee for suggesting this.
15 In the main speci�cation, we did not include gender as a regressor as we did not expect it to a¤ect learning

progress, i.e. test score results at the end of the year given test scores at the beginning of the year. However,

it could have been an important omitted regressor, such that we examine its importance in the upper panel of

Tables F.2 and F.3.
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3 omits important variables that are also related to the outcome variable Y , the estimations

are repeated with two enlarged sets of regressors X with 36 and 49 variables respectively. The

enlarged sets of regressors were obtained by starting with an even larger set of regressors (>200

variables, cf. Table A.1 and additional missing indicators), and regressing Bi and Ci on these

regressors (>200 variables, cf. Table A.1) and sequentially eliminating variables that were

insigni�cant in both regressions. Set 1 contains variables that are generally signi�cant at the

5% level in either of the two regressions. Set 2 also keeps variables that are signi�cant only

at the 10% level. Pre-test scores and test score missing indicators are always kept in the set

of regressors in spite of their low signi�cance levels. Even though they may have only little

impact on the book variables, they are very important determinants of the �nal test outcomes.

In analogy to Table 3, Table F.1 presents the regression estimates of the number of books

Bi and the number of books among classmates Ci on these alternative sets of regressors. For

each set of regressors, the left column represents the ordered probit regression for the discrete

variable Bi. The right column shows the linear regression for the continuous variable Ci. The

standard errors calculated for both regressions account for clustering and strati�cation.

With a value of 0.55 the R2 is very high for both linear regressions, indicating that a

substantial amount of the determinants of textbook availability is captured by these regressors.

On the other hand, compared to the much smaller set of control variables in Table 3, the R2

increased only slightly from 0.49 to 0.55. Hence, the additional explanatory power over those

variables of Table 3 is rather small.

In the regressions in Table F.1, the initial test scores enter separately for Senegal (i.e.

interacted with a dummy) because a di¤erent pre-test was administered there. Since the

nonparametric estimation of mb;c(x) anyhow proceeds separately for each country, interacted

test scores as well as country dummies do not enter as control variables in the following. Set

19



1 therefore consists of 36 variables and set 2 of 49 variables, compared to the 19 regressors in

the main speci�cation (see Table 3).

F.3 Nonparametric estimation with the enlarged regressor sets

The results with these two enlarged regressor sets X are reported in Tables F.2 and F.3, which

are analogous to Tables 4 and 5 in the main paper. In the full sample, the minimized cross-

validation value for bandwidth choice is 96.3 for set 1 and 95.8 for set 2. For the main speci-

�cation, in Appendix C, the cross-validation value was 97.4. Hence the increase in predictive

ability by including more regressors is minimal. In the rural sample, predictive ability even

worsens with a cross-validation value of 92.5 for set 1 and 94.3 for set 2. (The cross-validation

value was 88.4 for the main speci�cation in Appendix C.)

With these estimates of mb;c(x), counterfactual simulations are performed for di¤erent

values of b and c. Again, all results are weighted by class size to represent the population of

school children, and standard errors are obtained by bootstrapping classes.1

Comparing Tables F.2 and F.3 to Tables 4 and 5, respectively, we see that the results with

the two enlarged regressor sets to not contradict the �ndings of the main paper. For French

pro�ciency, the signs are identical for all e¤ects, but the estimates are more volatile and mostly

insigni�cant. The externality is always about 80 to 90%. For Math pro�ciency all estimates

are very noisy. Hence, we note that the main results are robust but become less precise when

a larger number of covariates is included.
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G Separate E¤ects of French books and Math books

In the main analysis, the French and Math textbooks were analyzed together, and only the

e¤ects of the number of books (0, 1 or 2) was examined. We aggregated the two textbooks here

to simplify the exposition and interpretation of the results and, on the other hand, to obtain

more precise estimates. In addition, we expected strong feedback e¤ects between subjects: As

both subjects are taught and assessed in French language, pro�ciency in French is relevant for

doing well in Math. In addition, the ability tests themselves were conducted in French language.

Thus, indirectly, the French book can also be expected to impact on Math test achievement.

At the same time, a Math textbook written in French can be a relevant substitute (or a

complement) of a French textbook for learning French. The e¤ect of the Math textbook on

French achievement should be particularly strong if the French textbook itself is unappealing

(e.g. due to lack of cultural adaptation) or too di¢ cult for the students.16

Now, in this section, instead of using the number of textbooks as the treatment variable of

interest, we also analyzed the impacts of French and Math textbook separately. The results are

qualitatively similar, though clearly less precise. They are presented in Tables G.1 and G.2.

When analyzing the e¤ects of a French or a Math book alone, Bi takes values in f0; 1g

and Ci 2 [0; 1]. Apart from obvious modi�cations to the formulae given in Section 2, the

simulations proceed exactly as before. To reduce computational burden, only the parametric
16The relevance of positive cross-e¤ects is well documented in the literature. In addition to the speci�c

channels mentioned above, learning foreign languages might also be related to the capabilities for abstract

thinking. Depending on the complexity of the language, the ability to reason is important for learning and

thinking in a foreign language. This may be particularly relevant here since the native African languages are

very di¤erent from French, e.g regarding complexity, grammar, conjucation, declination etc., see e.g. for the

relationship between mathematics and linguistics teaching and culture Clignet and Ernst (2003), Cocking (1988),

Prins and Ulijn (1998), Guberman (1999) and Buchanan and Helman (1997), among many others. Similarly,

knowledge of a more sophisticated language may also help in learning mathematics. Native languages may not

possess the abstract ideas and concepts needed for understanding mathematics, see e.g. Mooko (2004).
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estimation corresponding to the Speci�cation 8 of Section E is conducted.17

The e¤ects of French- and Math books are similar in magnitude, particularly for the indirect

e¤ects in the full population shown in Table G.2. These results are not directly comparable

to the numbers in Table 5 since they refer to a di¤erent population: The population in Table

G.2 are all students who do not have a French book (or a Math book) whereas previously the

relevant population included all students with less than 2 books. The estimation results are

less similar for the rural sample, but most estimates are highly insigni�cant. Generally, the

e¤ects are larger on French pro�ciency than on Math pro�ciency, which is in line with all the

previous results.

In Table G.1, the peer e¤ects are always positive. Increasing C from 0 to 1 increases

achievement irrespective of the value of B (compare the �rst to the second row and the third

to the fourth row). The e¤ect of increasing B from 0 to 1 is less consistent, though. For a

French book, the e¤ect is negative if C is zero and it is positive if C is one. For a Math book,

this relationship is reversed. French books thus appear to have a positive direct impact only if

many classmates have a book, whereas Math books seem only to be directly bene�cial if few

classmates have a book. Otherwise the direct e¤ects of books can be negative. This, however,

is in con�ict with the overall positive peer e¤ects and the positive marginal bene�ts found in

Table G.2. Since Table G.1 shows the estimates of E[Y b;c] at the extremes of the support of

C, the negative direct e¤ects could be an artifact of the parametric regression plane used. In

any case, most of these results are insigni�cant.

17mb;c(x) is estimated, separately for each country, by regressing the �nal test score on B, C, BC, C2, all

other regressors from Table 3 and all these regressors interacted with C.
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